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Abstract. A temporal database scheme with data dependen-
cies is proposed which supports complex tasks, such as
version control and con ® guration management in computer
integrated manufacturing (CIM). This architecture adds
functionality to the CIM database, thereby reducing the
programming effort required outside the database. The
database correctness is maintained even after introducing
engineering changes. A case study shows that the proposed
scheme also supports automated decision making for shop-
¯ oor control.

1. Introduction and motivation

Complex systems are becoming increasingly
demanding with respect to the performance of their
supporting databases. Computer integrated manu-
facturing (CIM) systems, which encompasses the
entire life-cycle of design, manufacturing and support
of products in the required quality, quantity and
schedule, should support simultaneous views of objects
that vary over time, and should apply data dependen-
cies that affect past or future views of objects. However,
current CIM systems usually employ traditional data-
bases, in which much of the system’s required
functionality is carried out by procedural, third genera-
tion languages. For complex applications, procedural
programming tends to be tedious, time consuming and
dif® cult to verify (Abiteboul 1988). The gap between
the complexity of CIM systems on one hand, and the
limited abilities of traditional database models on the
other hand, requires a massive translation process from
real life to a computerized application when a set of
conventional programming tools is used. This transla-
tion is often inaccurate and time consuming.

We introduce an architecture for the support of

data dependencies and temporal simultaneous views of
a CIM database. Advanced database architectures, such
as the one introduced in this paper, are aimed at
providing high-level abstractions. These abstractions
add functionality, reduce the programm ing effort
required outside the database and decrease the
number of translation levels between requirements
phrased in natural language and the corresponding
executable code. The combination of data dependen-
cies and temporal support is a novel approach in the
database research area, and to the best of our know-
ledge it has not been applied to CIM. This approach is
useful in particular in version control and con® gura-
tion management, where past, and possibly future,
viewpoints are as equally important as current inform a-
tion. To demonstrate the utilization and the effect of
data dependencies and temporal information, we
incorporate them as building blocks in a detailed CIM
case study and demonstrate their ability to maintain
version information and automatic decision support
operations based on cost/bene® t and other strategic
considerations.

1.1. The role of computers and databases in CIM

The CIM paradigm asserts that the various portions
of the manufacturing process should obtain coopera-
tion among the distinct software products and support
high-level automation for each of the manufactu ring-
related activities (Ranky 1986). Computers play a cen-
tral role in CIM systems. A network of computers
should support the organization by integrating various
computer-based activities, including design (inform a-
tion regarding the geometry and m aterials of the
product), manufacturing (the bill-of-materials for
each product and the sequence of processes through
which that part is made), inventory management
(inventory levels of the various raw materials and
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parts), marketing (maintaining custom er details,
including their orders, ® nancial balance and marketing
means), and human resources.

The lack of a common language for the different
objects in CIM is one of the obstacles on the way to
achieving a comprehensive CIM system. Recent work
(Etzion et al. 1995) used data inter-dependencies to
construct a coordinator as a tool for satisfying the
cooperation requirement. A coordinator is a database
that uses a global data dictionary of the data and its
organization in different machines to allow transparent
access to each data item on any machine. Both the data
dictionary and the coordinator are parts of a coordinating

knowledge base, which contains the knowledge regarding
the various underlying machine architectures and the
location and access method of each data item within
each machine. Database operations are transparently
translated by the coordinator to the l̀anguage’ of the
appropriate machine.

In this paper we use a temporal database and data
dependencies to extend the support of CIM applica-
tions discussed in (Etzion et al. 1995). The database
supports the following three features, which are
demonstrated in the CIM domain.

(1) Simultaneous values. To trace and audit know-
ledge that was available in the past, we need to
maintain historical knowledge along with the
current knowledge. For example, although a
product may have new versions, a company
should also provide users of older versions with
both technical support and spare parts. Hence,
simultaneous values of a number of versions
need to be maintained. This approach can
advance the production of multi-version pro-
ducts, analogous to the advances that have
been achieved in areas such as production man-
agement (Monden 1983). The use of simulta-
neous values would facilitate the adoption of a
product to the needs of speci® c customers,
rather than using the conventional version
method. This approach would yield more ¯ ex-
ible production plans, resulting in a major com-
petitive advantage.

(2) Data dependencies. Values of data items in the
CIM database may depend on values of other
data items. For example, if a product has several
representations, altering one of them should
automatically trigger the modi® cation of the
others, such that consistency is maintained
across the different representations. This pro-
cess is supported by data dependencies Ð meta data
elements that are triggered automatically, with
no need for user interference.

(3) Retroactive and proactive updates. A retoractive
(proactive) update operation is an operation
that refers to past (future) time points. Fre-
quently, knowledge that refers to the past is
obtained at a later stage. To keep the database
intact, data dependencies and knowledge should
have the capability of being applied in a retro-
active manner. For example, in a CIM database,
updating the inventory level of items in a remote
warehouse, to which there is no direct, on-line
link, must be made retroactively to make the data
valid with respect to some time interval which
started, and possibly even ended, in the past. A
CIM system needs to model knowledge about
predicted future events, as well as about past
events. This is a natural extension of simul-
taneous views of various time points in the past,
in which we also allow proactive updates and
reference to future time points.

The CIM paradigm has been m aterialized partially by
using different technological building blocks that were
somehow put together. These building blocks meet the
needs of a CIM system at the level of loosely connected
ìsland s of automation’. Consequently, such integration

has no unifying methodology that can `challenge the
old-fashioned ways of management thinking and prac-
tice in many manufacturing organizations, and there-
after assist in constructing ¯ exible structures and
formulating competitive strategies’ (Wang et al. 1993).
For exam ple, the massive changes that are frequently
associated with an engineering change resulted in a
common policy that requires the clustering of several
minor changes into a single v̀ers ion change’ . A manu-
facturer who can reduce the complexity of version
management, and offer products that ® ts customers’
special needs, would gain considerable competitive
advantage. We show how temporal databases can serve
this purpose.

1.2. Related work

The lack of a uni® ed approach that spans across the
technological building blocks of a CIM system makes
their management and integration into an existing
organization a highly complex task (Bennett 1987,
Hayes and Jaikumar 1988). Some examples of attempts
to model CIM systems follow.

SofTech’s Structured Analysis and Design Techni-
que (SADT), later extended to the IDEF0, model tasks
of the organization as functions transforming input
into output via a control mechanism (Meta Software
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1990). This system represents inputs, outputs and con-
trollers at a level of graphical labels, with no underlying
information structures or database functionalities. The
GRAI approach (Doumeingts 1987) comprises tools for
identifying decisions and the associated control
horizons and frequencies. It examines physical and
managerial activities and the information required to
model particular decisions.

Each of these systems consider only a single main
aspect of the organization requirements (decision
making in GRAI, and information structure in IDEF0).
Other aspects are either omitted or dealt with partially.
Consequently, a variety of tools are needed to satisfy the
entire spectrum of organizational requirements.
Attempts to develop multi-faceted systems have not
managed to cover all the functionalities required for
CIM systems. For example, the IDEM system (Wang
et al. 1993), which is a case-driven tool, pays little
attention to data, which is the main constituent of
database systems. This is a source of problems, such as
incorrect presentation of data items and overly
complex representation of certain activities.

CIM-OSA ( Jorysz ad Vernadat 1990a,b) is an open-
systems architecture which de® nes an integrated
methodology to support all phases of a CIM system
lifecycle, from requirements speci® cation, through
system design, implementation, and operation to main-
tenance. CIM-OSA introduces an information model-
ling framework for CIM, which represents graphically
the information content and the structures related to a
system, but lacks the use of time-varying properties and
data dependencies. Since enterprises are expected to
last for long periods of time, support of the temporal
aspect is vital in any such model.

Developing a complete product description in a
natural format is one of the goals of the PDES/STEP
effort (International Organization for Standardization
1991). The standard is subdivided into separate Inter-
national Standards called Parts, which include
geometric and topological representation, materials,
tolerances, etc. STEP uses the EXPRESS data de® nition
language as a tool for providing object-oriented, inte-
grated views of product data. While support of the time
dimension is not explicitly speci® ed, we argue that for
the sake of completeness, a database model must have
temporal-supporting facilities. We further argue that
due to its genericity and scope, the model proposed in
this work may well be suited to ® t within the database
implementation method, which is an integral part of
STEP. The PDES/STEP is still evolving, and the support
of simultaneous values and data dependencies can be
considered as additional features in future versions of
the standard.

The active database research area comprises

languages and tools, designed to provide the database
with the ability to detect events and activate operations
in response. The following points have motivated the
establishment of active databases (Chakravarthy 1989):

d support of event-driven operations, especially in
time-constrained applications, such as process con-
trol, network management and battle control;

d maintenance of derived data and views; and
d consistency enforcement, i.e. enforcement of data

interchange and con® guration management.

A prominent paradigm in active databases is Event-
Condition-Action (ECA), proposed in the HiPaC
project (Chakravarthy 1989). According to the ECA
paradigm, the basic primitive of an active database is a
rule, which consists of the following three components:

d an event: a database operation, an external signal
or a recursive composition of other events;

d a condition: a query issued on a database; and
d an action: a user de® ned program.

The logic of the ECA paradigm is straightforward:
whenever an event occurs, evaluate all rules that refer
to this event. For each relevant rule, evaluate the
condition. If the condition is satis ® ed, execute the
action.

Research in the area of active databases has yielded
the following observations regarding the ECA paradigm.

(1) The dependencies among a derived data ele-
ment and its derivers, as well as the integrity
constraints, possess inherent semantic relation-
ships that can neither be captured by ECA rules
nor by ECA execution models. The lack of
semantic abilities prevents any reasoning cap-
abilities about an application behaviour, elimi-
nates optimization capabilities and does not
support rule interaction de® nitions.

(2) The information an ECA model contains
regarding the entire update process is partial.
While the event and condition parts are explicitly
represented within the model, the logic of the
action part is hidden within a user de® ned
program. Since the model does not k̀now’
about the logic of the action part, it is impossible
to reason about the transitive closure of an event,
that is, to foresee all the consequences of an
update. This hampers the analysis of the applica-
tion behaviour and its optimization (Bolzer 1992,
Hudson and King 1986, Segev and Zaho 1991).

(3) The semantics of the ECA model does not
impose an inherently consistent execution
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model. Therefore, contradicting rules may co-
exist, and the relationships and interactions
among rules and mutual effect of rules on each
other may not always be predictable.

A heterogeneous, active database architecture for engi-
neering data management was proposed by Urban et al.
(1994). The active element is based on the ECA
approach, and thus suffers from its aforementioned
shortcomings. Although the model keeps track of
design history, it does not present a full temporal
model, as we propose in this paper.

A database that supports data dependencies is a special
case of an active database. Such a database supports
rules and can control the ¯ ow of data in response to
rules’ activation. The concept of data dependencies was
de® ned by Hudson and King (1986) and within the
PARDES project (Etzion 1993) and its extension
TAPUZ (Etzion 1994).

Temporal semantics was dealt with in works on
temporal databases, including Clifford and Crocker
(1987), Gadia (1988), Navathe and Ahmed (1989),
Pissinou et al. (1994), Snodgrass (1987), Snodgrass et al.
(1994) and Su and Chen (1991). Temporal databases
provide temporal support at the system level, relieving
users from the need to explicitly model the temporal
effect. Novice users can use time defaults, instead of
specifying the temporal elements that are associated
with every data item. At the same time, professional
users can model complex temporal relationships using
prim itive system elements.

Simultaneous values imply the existence of a non-
unique value for a single data item, even at the same
time point. The issues related to simultaneous values
have not been fully investigated in previous works. The
ability to update simultaneous values results in new
features of both update and retrieval operations in
temporal databases. Most of the research in this area
has focused on the structural semantics, using limited
update protocols. For example, in Snodgrass (1987),
the valid time of a new value for a data item is derived by
subtracting all existing valid times for that data item
from the user de® ned valid time. Other models,
including Ariav (1986), Shoshani and Kawagoe
(1986) and Wiederhold et al. (1991), also enforce a
single value for each time point. Consequently, a
mechanism to handle simultaneous values is either
disabled or applied in an unnatural manner.

Several works, including Abbod et al. (1987), Edara
and Gadia (1993), Klopprogge and Lockman (1983),
Sarda (1993), Su and Chen (1991) and Wau (1991),
have investigated aspects of temporal active databases.
In Klopprogge and Lockman (1983), a limited active
framework was introduced, in which past states that are

not explicitly stored, can be inferred from the current
state, using ground rules. Integrity constraints that vary
with time are discussed in Abbod et al. (1987). The
OSAM*/T, presented in Su and Chen (1991) is an
object-based temporal knowledge representation
model that combines update rules with temporal
characteristics, extending the object-oriented model
OSAM* (Su et al. 1989). Rules in OSAM*/T are used
to capture temporal semantics beyond the valid start
and end times of a value. Corrections result in over-
writes or deletions, resulting in possible loss of inform a-
tion. The temporal update uses a restricted update
protocol. The inform ation modelling and analysis
methodology de® ned for CIM-OSA is largely based on
a predecessor of the OSAM*/T, called the SAM* model
(Su 1986). It is possible to extend the CIM-OSA’s
information modelling to include rules and some tem-
poral elements from OSAM*/T, but the notions of
simultaneous values and data dependencies would
still not be supported. The planning database model,
presented in Wuu (1991), is based on the Extended
Entity-Relationship (EER) model, in which the data-
base components change states as a result of external
events. However, the active part of the model is based
on imperative programming and lacks proper mechan-
isms to support database consistency.

Other works, including Chakravarthy (1989),
Gehani et al. (1992) and Dey et al. (1992), add temporal
events to active databases, but do not handle temporal
conditions or temporal actions. These works have a
common drawback which stems from the fact that the
functionality provided by active databases extended
with temporal events is a subset of the functionality of
temporal active databases. Unlike these extensions, the
relationships and interactions between the temporal
and the active dimensions in temporal active databases
are explicitly modelled.

1.3. Temporal database with data dependencies Ð an

overview

The architecture presented in this work is aimed
at supporting CIM systems and other systems of analo-
gous complexity. This support is achieved by
embedding data dependencies and temporal inform a-
tion in a database. We assume an append-only database,
in which changes can be introduced to data and meta-
data (including data dependencies). Each one of these
changes can be either retroactive or proactive. Data
dependencies are presented by using invariants (Etzion
1993). Invariants are consistency assertions that the
database should maintain at all times. For example,
the invariant Total-Price: = sum (Quantity * Price-Per-Unit)
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states that a modi® cation of an order quantity or a part
quantity requires re-computation of the total order
price. The temporal capabilities are made possible
through time-supporting data structures, associated
with data items.

Our work demonstrates these extended capabilities
by modelling a CIM application in a temporal database
with data dependencies. We show the role of both
temporal structure and data dependencies in main-
taining the correctness of the database even when
engineering changes are applied to a product in the
database. We also exemplify the bene® ts of using the
architecture for supporting automated decision making.

The rest of the paper is organized as follows. In the
following three sections we introduce the database
features in three layers. The basic data architecture is
introduced in Section 2, the temporal inform ation
representation on top of the basic structure is pre-
sented in Section 3. The data dependencies representa-
tion is described in Section 4, using the notations
de® ned in the previous two sections. Section 5
exempli® es the use of the database abstractions for
managing engineering changes.

2. The basic database architecture

In this section we present the basic data structures of
the database. Sections 2.1 and 2.2 provide the details of
the case study. The translation of the data involved in
the case study to a database is given in Section 2.3.

2.1. Flanger Ð a detailed CIM case study

The manufacturer Flanger operates in the metal
industry. One of its products is the `double-d isc-¯ ange’,
drawn in Figure 1. It comprises two six-hole-discs
(Figure 2), six bolts (Figure 3) and six nuts (Figure 4).

2.1.1. The bill-of-material. Each product has a bill-of-
material (BOM), or product tree Ð information about
the parts comprising the product, organized in a tree
structure. Each node in the tree is a part assembled
from parts that are its children in the tree. The root of
the tree is a complete product that is shipped out of the
factory, while the leaves are raw materials or parts,
bought by the factory. Each arc in the tree is annotated
by two numbers. The ® rst is the assembly ratio, i.e. the
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(integer) number of parts of the immediate successor
that is required in the ® nal assembly of a single pro-
duct. The second number is the consumption ratio, i.e.
the running average number of parts actually required
for assembly of a single product due to fallout in the
manufacturing process. The consumption ratio is a
derived information, updated and re® ned over time.
A PERT network (Hillier and Liberman 1990) for
manufacturing the product can be automatically
extracted from the knowledge about the nodes in the
product tree. Figure 5 presents the BOM of the double-
disc-¯ ange.

2.2. The engineering database

Each product in the CAD system used by Flanger
is de® ned geometrically using three complementary
methods: constructive solid geometry (CSG), boundary
representation (B-rep) and wireframe.

In the CSG model, the geometry of each part of the
product is determined by a set of binary Boolean
operations (union, intersection and difference)
applied to 3-D primitives (cylinder, cone, sphere,
etc.). In the B-rep model, the geometry of each part is
determined by a set of faces (boundaries) of the object,
and in the wireframe model, the product is described as a
set of vertices and edges in 3-D. Wireframe is the model

that also outputs drawings of the product and each one
of its parts. All three types of product representations
must be coherent: changing the product de® nition in
one of them must be re¯ ected in the others. Two
possible ways to achieve coherence is to use feature

extraction (Lee and Fu 1987, Joshi and Chang 1987) or
feature de® nition language (Laakko and Mantyla 1991).

An engineering drawing is a 2-D description of a
product or of part(s) of a product. An engineering
drawing is either a manufacturing drawing or an
assembly drawing.

A manufacturing drawing is an engineering drawing
that describes the precise geometry and tolerances of
one or more parts that belong to a product by anno-
tating its projections using some dimensioning and
tolerancing standard, such as ISO or ANSI.

An assembly drawing is a drawing that describes the
topology and assembly order of two or more parts of a
product. Figure 1 is an example of an assembly drawing,
which describes how the parts, shown in Figures 2 ± 4,
are to be assembled.

2.2.1. The manufacturing process. A manufacturing process

is attached to each node in the product tree. The
manufacturing process describes how the part associated
with the corresponding node is to be made. The process
is a series of technological operations, which convert the raw
material into a part ready for assembly. Each operation
has two parameters:

Technology. The machine, set of tools, craftsman
quali ® cations and the applicable NC code fragments
needed to manufacture a given part. Alternative tech-
nologies that enhance the process versatility are
optional.

Completion time. The time required for completion of
the operation. The completion time includes two com-
ponents: setup time and production time of one unit,
each of which may be a random variable with some
given distribution and parameters.

2.2.2. Customers and inventor y information. The details
of all the company’ s customers are represented in the
database. For each customer, credit, balance, payments
and a list of orders is kept, along with the customers
basic information (name, address, etc.).

Each part in the company’ s inventory is recorded
along with the following details: catalogue number,
standard name and minimal, maximal and current
inventory levels in each of the warehouses of the
company. In addition, each bought part has details
regarding suppliers that provide the part, supplier
catalogue number and supplier lead time. If a stored
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part gets close to its minimal level, an automatic order is
issued, based on well-de® ned considerations. The
ordered quantity is derived by taking into account
the maximal level of that part, the current level in the
inventory, the part lead time, and the rate of
consumption.

2.3. The database representation

The database schema of `Flanger’ is depicted in
Figure 6. The database in our model is a collection of
objects. For example, Double-Disk-Flange is an object in
Flanger’s database. A complex object can be viewed
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as an object that embeds other objects. (The
approach taken here is an object-oriented database
approach (Bancilhon 1988). A relational database
approach would require a normalized database, where
each relation embodies only simple properties.) Simi-
lar objects are instances of the same class. For example,
the class product has Double-Disk-Flange and many
other products as its instances.

An object class de® nition includes the speci® cation
of proper ties that are applicable to its instances. For
example, Name and Price-Per-Unit are properties of
Product, hence each instance of Product, including
Double-Disk-Flange, has these properties. Each
property can be either a simple property (e.g. Name) or
a complex property. A complex property is a tuple or a set
that consists of other properties. An object has a set of
associated variables, each of which is an instance of the
corresponding object class property.

Classes in the database scheme are interconnected

by structural relations: generalizations (e.g. Company/

Person is a generalization of Customer and Supplier) and
aggregations (e.g. the class Product may be an aggrega-
tion of several constituent objects or parts of Product).
All specialized classes, such as Customer, inherit all
properties and relations from their generalized class
(which, in this case, is Company/Person). The aggrega-
tion relations among parts of Product of the various
levels constitute the bill of material. For example, Six-

Hole-D isc, Bolt and Nut are instances of the Product class.
These products are part of Double-D isc-Flange, which
is also a product. The aggregation relation is an
abstraction of this feature.

The underlined property in the classes Person,
Product, CSG-Tree and Technological-Operation in Figure 6
is the object identi® er of a class and its specializations.
An object identi ® er is a prede® ned subset of the object’s
variables which uniquely identi ® es it. For example, the
object identi ® er of Product is the set of properties Name
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and Cata log# . Since Global-Knowledge is a singleton
class, it does not require an object identi ® er.

In the non-temporal version, the value of a variable
can be an atom, a set, a sequence, a tuple (i.e. a non-
hom ogeneous sequence) or a reference to another
object. A reference is a relation from a property of a
class to another class. For example, using the reference
relation, the Supplier property of Order is related to the
class Supplier. The reference relation is subject to the
dependencies of referential integrity. Referential integ-
rity implies, for example, that order O can be issued
to supplier S if and only if supplier S exists in the
database.

In general, each instance of Product may participate
in more than one BOM. Therefore, each product or
part may have a set of ancestors, one for each BOM in
which the product participates. For each ancestor, the
product has its Assembly-Quantity Ð the integral number
of parts required in the ® nal assembly, the Current-

Consumption-Q uantity Ð the integral number of parts
actually required in the last time the part was
assembled in Product, and the Consumption-Quantity Ð
a statistically calculated quantity regarding the running
average number of parts actually required, taking into
account loss due to fallout in the manufacturing
process of Product during a de® ned moving time
window.

A variable of type Ancestor is a set of tuples which is
considered as a part of another object. Its syntactic
structure is similar to that of an object, but its identi ® er
is a concatenation of the object identi ® er and its own
identi ® er. For example, as Figure 6 shows, Ancestor is
represented as a set of objects within Product. An object
of type Ancestor is identi ® ed using the properties Name

and Catalog# (of Product class), and Product (of Ances-

tor). If a variable is a set of tuples, as in the Ancestor case,
each tuple in the set is an object with a unique
identity. A class description represents the structure of
its instances. Several instances of the object class Product

are described in Figure 7.

3. Representation of temporal information: variable
states

In this section we extend the basic data architecture
to include temporal support. While in conventional
databases the handling of temporal data is left to the
user’s discretion, we present a model in which temporal
relationships are handled by the system. For example,
Current-Consumption-Ratio is a property that changes
over time. In conventional databases, the user can
de® ne this property as a set of pairs á Value , Time ñ .
The user should process these pieces of information

to handle the temporal properties. In a temporal
model, time is handled by the system. The temporal
model allows a novice user to use the system without
de® ning even a single time point, taking advantage of
system de® ned defaults, while an expert can intervene
in the system decisions and affect the temporal proper-
ties of data items. We present and demonstrate the
main principles of temporal representation, which is
further discussed in Etzion et al. (1993).

3.1. Time perspectives

As argued in Snodgrass and Ahn (1986), more than
one type of time is needed to be associated with a
variable’s value to record its behavior over time. A
basic set of time type consists of the following three
time de® nitions.

Transaction time (tx )Ð the time when a data item
becomes current in the database. This time type
may be implemented by using a transaction
commit time, i.e. the time point at which a
transaction is (successfully) terminated.

Decision time (td )Ð the time at which a data item’s
value was decided in the database’s domain of
discourse (Etzion et al. 1993). This time point
denotes the time at which an event occurred, or
the time at which a decision was made. For
example, if a new Price-Per-Unit was set for a
product, td would be the time point of the deci-
sion regarding the new price. From the database
point of view, td re¯ ects the time point where an
occurrence in the modelled reality entails a deci-
sion to initiate a database update transaction. If a
value was decided at t1 , and committed by the
database at t2 , then td = t1 and tx = t2 . The deci-
sion time represents the correct order of events in
the real world, which is not always identical with
the order of transaction times.

Valid time (tv )Ð the set of time points at which the
data item is considered to be true in the m odelled
reality. The valid time is expressed using a temporal

element Gadia 1988), which is a time-point or an
interval [ts , te ], where ts and te are the interval start
and end times, respectively, or a collection of
intervals and/or time-points.

The relationships among the various time types are
expressed by two constraints:

(1) ts < te (intervals cannot be negative); and
(2) tx > td (decisions cannot be speculated).
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The transaction time (tx ) is set by the system, while the
decision time (td ) and the valid time (tv ) are de® ned by
the user. Yet it is possible to set defaults that would
exempt the user from the need to specify any time
values. A reasonable set of defaults would be td = now(),
and tv = [now (), ¥ ), where now () is a function that
returns the current time of the system clock. The
term ¥ stands for the fact that the value of the upper
bound of the time interval is believed to hold forever
(Plexousakis 1990), yet it can be modi® ed. An interval
of the type [t1 , t2 ] contains the time point t1 but not t2 .
The default settings can change from one application
to another.

The user has the option to insert the valid time and
decision time into the database. However, the mani-
pulation of the temporal knowledge is handled only by
the system. For example, the system determines the
valid values of a property at a given time point. This
mechanism is more adequate for modelling complex
applications, as the user is not required to manipulate
the time notion.

3.2. Variable states

The temporal database architecture extends basic
database concepts by incorporating the time perspec-
tives de® ned above. Each value of a variable is associated
with a temporal extension Ð a triplet (tx , td , tv ) of values of
the three time types. A value along with its temporal
extension is called a state-element. (Other attributes of
information regarding the data-item source, validity,
accessibility, etc., can be added to a state-element.
These extensions are discussed in Gal et al. (1994).)
We assume that there is no a priori decision as to
whether a property is time-invariant or not. Thus,
each variable is associated, by default, with a temporal
extension. For reasons of space conservation, though,
the user may be able to suppress the temporal
extension for selected data items.

A variable state of a variable a is a sequence of state-
elements representing the history of the variable’s
values. Figure 8 shows the structure of a variable in
our temporal database architecture.

To exemplify the use of state-elements, we show
below a variable state with three state-elements of the
variable Current-Consumption-Ratio of Bolt, as assembled
for Double-Disk-Flange.

(s1) = { 6 , {tx = Sep . 1 1995 , 8:02am , td = Sep . 1 1995 , 8:00am , tv = [Sep . 1 1995 8:00am , ¥ )}}

(s2) = { 7 , {tx = Sep . 1 1995 , 9:00am , td = Sep . 1 1995 , 8:30am , tv = [Sep . 1 1995 8:00am , ¥ )}}

(s3) = { 6,
, & ( *
va lue

{tx = Sep . 1 1995, 9:05am , td = Sep . 1 1995 , 9:00am , tv = [Sep . 1 1995 9:00am , ¥ )}}
, ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) & ( ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) *

tem pora l extension

Each state-element is constructed to re¯ ect a change
of the variable state. For example, (s1) indicates the
assignment of the value 6̀’ to the variable Current-

Consumption-Ratio (s2) c̀orrects’ the value to `7’ and
(s3) indicates a new assignment of 6̀’ to the same
variable. The use of td in this example suggest that the
original value, `6’, was decided upon at 8:00am, while the
revised value was given at 8:30am. The decision time
cannot be replaced with the transaction time in this case,
since its accuracy is subject to the load on the DBMS.

In tem poral databases, change of decisions about
the value and validity time of a property may cause a
situation where two values of the same variable have
overlapping valid times. For example (s2) and (s3) have
an overlapping valid interval ([Sep. 1 1995 8:30am, Nov.
5 1995 9:00am]). The question `which one of these
state-elements is valid in December 1995?’ does not
have a trivial answer. In some cases, the value that was
inserted later corrects an earlier value. In other cases,
both values are possibly correct, each with respect to
a different time point. For example, (s2) is valid in
December 1995 from a view point of Sep. 1 1995 from
8:30am to 9:00am, and (s3) is valid in December 1995
from a viewpoint later than Sep. 1 1995, 9:00am .

This mechanism, which represents changes in the
real world, is required in a temporal database that
supports past viewpoints, i.e. the retrieval of the state
of the database as it was observed from some time point
in the past. For example, we can issue a query of the
form: what was the value of Current-Consumption-Ratio of
Bolt as assembled for Double-Disk-Flange on Sep. 1 1995 at
8:15am, as seen from a viewpoint t < Sep. 1 1995 at
8:30am. Many temporal models (e.g. Rose and Segev
1991) classify this type of real world changes as correc-

tions, thereby blurring the distinction between changes
in data referencing the real world model and correc-
tions of erroneous values that were inserted into the
database as a result of typographical or other errors.

As illustrated above, state-elements of the same
variable state may have intersecting valid times. To
select the desired value, we device a preference relation

among state-elements. Preference relations may be
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de® ned using various criteria, including the source of
the information, a certainty value associated with the
information, any one of the time types, etc. We denote
the preference relation by the a symbol, such that
s i a sj means that sj is preferred over si. We de® ne our
preference relation on the basis of the following axiom
of the time monotonicity of knowledge.

The time monotonicity of knowledge axiom

Given two state-elements si and sj of the same variable a ,
such that tv (si ) Ç tv (sj ) = s and s Þ 0/ , for each
t [ s , si a sj if and only if td (sj ) > td (si ).

The axiom represents the belief that knowledge
improves monotonically with time, since a later deci-
sion is based on additional accumulated knowledge.
The decision making regarding the validity of a value at
a given time point is made automatically by the system,
using prede® ned preference relations. For example,
using the preference relation based on this axiom, the
valid value of Current-Consumption-Ratio of Bolt in Double-

D isk-Flange in Sep. 1995, as observed from Jan. 1996 is
`7’ (using (s2)) and not 6̀’ (the value of (s1)).

4. Data dependencies

Data dependencies are dependencies among
variables in the database. For example, the value of
Consumption-Ratio is dependent upon the value of Cur-

rent-Consumption-Ratio. Data dependencies are enforced
using a data-driven mechanism that activates calculations
as a response to speci® c data modi® cations. For exam-
ple, modi® cation of Current-Consumption-Ratio results in
re-calculation of Consumption-Ratio. The de® nitions of
the activities that should be performed when a variable
is modi ® ed are embedded in the database using two
language constructs: derivations and constraints. Deri-
vations and constraints de® ne the semantic require-
ments of the database. The database is consistent if and
only if all its derivations and constraints are satis ® ed.

A derivation is a language construct which de® nes
the relationship that must hold between a derived

variable and its derivers, where a deriver is a variable
in the database whose value participates in the
derivation.
A derived update is a database update operation of
a derived variable that may be activated whenever
one or more of the derivers associated with a
derivation changes. The derivers appear on the
right-hand side of the derivation. Several
examples follows.

(d1) Total-Price := sum (Quantity * Price-Per-Unit

(d2) Tax := Total-Price * Tax%/100

(d3) Consumption-Ratio := temporal-avg (Current-

Consumption-Ratio)

(d4) Total-Order-Value := Total-Price + Tax - Special-

Discount when Date-Paid <

Date-Payment-Due

(Total-Price + Tax - Special-

Discount)*

(Date-Paid - Date-Paym ent-

Due) * Late-Rate% otherwise

The derivation (d1) calculates the total price of
an order as the sum of consumed product’s
quantities multiplied by the product price per
unit. An update to Quantity and/or Price-Per -Unit

triggers (d1). Although Quantity and Price-Per-Unit

are properties of different classes, there is no need
for explicit matching de® nition of the relevant
object instances, as this matching is determined
by the system. The derivation (d2) calculates the
tax to be added to the order’s total price, using
the Tax% from the Global-Knowledge class.
The derivation (d3) uses cumulative historical
information to calculate the statistic Consumption-

Ratio. The function temporal-avg uses all pre-
ferred state-elements (based on the preference
relation de® ned for the application) to derive the
average ratio. For example, the state-elements of
Consumption-Ratio derived from Current-Consump-

tion-Ratio using (d3) are presented below. The
value, td and tv of the derived state-elements are
derived from the state-elements of Current-

Consumption-Ratio, as shown in Section 3.2.

(s
9
1) = { 6 .0 , {tx = Sep . 1 1995, 8:02am , td = Sep . 1 1995, 8:00am , tv = [Sep . 1 1995 8:00am , ¥ )}}

(s
9
2) = { 7 .0 , {tx = Sep . 1 1995, 9:00am , td = Sep . 1 1995, 8:30am , tv = [Sep . 1 1995 8:00am , ¥ )}}

(s
9
3) = { 6 .0 ,

, & ( *
value

{tx = Sep . 1 1995, 9:05am , td = Sep . 1 1995, 9:00am , tv = [Sep . 1 1995 9:00am , ¥ )}}
, ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) & ( ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) ) *

tem poral extension

The derivation (d4) calculates the total order
value for a clients’ orders. The calculation
depends on whether or not the payment for the
order is made on time. If not, the value increases
by adding the late rate percentage multiplied by
the number of days past due.

A constraint is a language construct that de® nes
anassertion which restricts a consistent state of
the database. A constraint enforcement is a data-
driven activity, i.e. when one of the participating
variables in a constraint is modi® ed, the constraint
validity is evaluated, and if the constraint is vio-
lated, an exception handler is invoked (Etzion
1991). Two constraint examples follow:

(1) (c1) Inventory-Levels. Minimal < Inventory-
Levels. Maximal
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The constraint (c1) restricts the upper/lower
bounds on the different inventory levels.

(2) (c2) Inventory -Levels. Current < Inventory-
Levels. Maximal
An update that either increases Inventory-

Levels. Current or decreases Inventory-levels.

Maximal activates the constraint (c2) to
restore the database consistency.

In the ® rst constraint, we can assume an excep-
tion handler of type abort, where the transaction
that caused the constraint violation should not be
committed. In the second constraint we can
assume an exception handler of type repair trans-

action , which return the l̀eftovers’ to the supplier.

Figure 9 presents an object-process diagram (OPD)
(Dori 1995) of the temporal database architecture with
data dependencies. An OPD represents objects and
processes by rectangles and ellipses, respectively, with
solid and blank triangles denoting aggregation and
generalization, respectively. The semi-solid triangle
denotes an instantiation relationship.

5. Managing engineering changes through database

abstractions

An engineering change is a change in one or more of
the parts of which a product is assembled or a change in
the way it is manufactured. Engineering changes are
introduced either to improve the product functionality
or to save production costs. These changes may affect
the properties of the product. For example, a change in

one of the parts of which a product is assembled causes
a change in both its assembly drawing and a reconstruc-
tion of its bill-of-material. Temporal knowledge and
data dependencies may be useful tools for managing
engineering changes.

The use of a temporal database provides for better
control of product development over time. The task of
product con ® guration management is highly complex.
Engineering changes are therefore clustered into
periodic changes called versions. However, given the
current marked environment, a manufacturer can
lose a competitive edge by postponing the application
of an engineering change to the next version. A change
in managerial strategy supported by an intelligent
temporal database, would encourage the application
of an engineering change as soon as it is technically
possible to do it. The engineering change, along with its
validity time, is recorded in the database and the
manipulation of the data is done automatically by the
system. Each change is time-stamped, so that it can later
be traced by the system to recreate the valid version that
was available at a given time point.

An engineering change in a typical real-life manu-
facturing scenario involves a host of activities, including
signoffs and approvals by the authorized designers and
logistics personnel, possible changes to relevant NC
programs, manufacturing schedules, etc. Each such
activity should have (and in practice has a partial)
temporal extension. Our claim is that using a reliable,
well developed tem poral database with data dependen-
cies, it is possible to implement the strategy of applying
an engineering change as soon as it becomes feasible,
rather than wait for a major new version. The imple-
mentation entails that the engineering change be
de® ned and the engineering change process be
embedded as a set of constraints within the database.
A top-level rule, for example, might look like: `When all
the activities for applying the engineering change have
been completed, send the engineering change order to
the manufacturing department.’ This rule is recursively
broken into simpler rules. At the bottom level these
rules assume the form of temporal database constraints,
and when all the relevant constraints are satis ® ed, the
engineering change is launched.

In this section we introduce an example of an
engineering change, made to the Flange, its effect
on the CIM database and the use of data dependencies
in engineering change management and in automatic
decision support. We assume that all the preparatory
activities for the engineering change described above
have been completed, and concentrate on the addition
of several derivations, which enable the computation of
the number of parts to be produced so as to minimize
dead stock.
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5.1. An engineering change scenario

As a result of value analysis, the double-disc-¯ ange
of Figure 1 is to undergo an engineering change on
December 12, 1995, 9:00am. The modi® ed product
would still carry the same functionality, yet its compo-
nents would be changed as follows.

(1) The new assembly process uses three sets of
standard 3

9 9
bolts and nuts instead of the original

thinner six fabricated sets. The price of the
thinner bolt and nut is $4.00 and $1.75, respec-
tively, while a standard 3 9 9 bolt and nut cost $2.00
and $0.75, respectively. The saving on bolts and
nuts is therefore 6 ´ (4.00 + 1.75) - 3 ´ (2.00 +
0.75) = $26.25 per unit product.

(2) The new Double-Disc-Flange has just three larger
holes with looser tolerances. The bigger hole
diameter and looser tolerances enable a change
in the manufacturing process so that instead of
drilling the six holes using a CNC machine, the
three holes are done by the plasma cutting
machine. The cost of the Three-Hole-Disc is
$34.00, compared with $43.00 for the drilled
Six-Hole-Disc. The saving on discs is 2 ´ (43.00 -
34.00) = $18.00. Hence, the total saving per one
Double-Disc-Flange is $44.25, about 44% saving.
On December 12, 1995, 9:00am, there are 250
units of Six-Hole-Disk in the plant’ s inventory. The
decision of introducing the engineering change,
made on November 10, 1995, 8:00am, resulted in
the following future changes in the database:

(3) The Assembly-Drawing# accepts a new value
(1270v01) as of December 12, 1995, 9:00am.

(4) The Assembly-Drawing itself accepts a new value
(which is the graphics shown in Figure 10) as of
the same time point.

(5) A new part is de® ned in the database on Novem-
ber 10, 1995, 9:00am. Its name is Three-Hole-Disc.
Its manufacturing drawing is shown in Figure 11,
and its ancestor is Double-Disc-Flange . Its Assembly-

Ratio is set to 2, while its Current-Consumption-

Ratio and its Consumption-Ratio have no initial
values. The validity of this part (which means
its availability for use) is as of December 12, 1995,
9:00am.

5.2. Data dependencies for automated decisions making

An engineering change involves a change in the
production schedule. Assembling the part according to
the new assembly drawing can start on December 12,
1995, 9:00am , yet the production of the old version
cannot be stopped immediately. The current inventory
of each part of the older version, the customers orders
for the product and the number of old version units in
the ® eld that need spare parts should all be taken into
consideration when making the scheduling decision.
For example, since the bolts and nuts in the old
version of the assembly drawing were not standard, we
would not use them in other products, and they will be
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considered as dead stock. Suppose that in order to
eliminate dead stock as much as possible, we wish to
use all of the parts left in the inventory. To achieve our
goal, we would assemble old versions of Double-Disc-
Flanger, with minimum leftovers of Six-Hole-Discs,
Bolts and Nuts. All that is required for that decision is
a small change in the database schema and three new
data dependencies.

In the database scheme of Figure 6, each instance
of Product has a property named Engineering-Drawing ,
which is a tuple of Drawing# , Drawing-Type and Drawing .
We add to it the property Residual-Production. This
property de® nes the number of units left to be pro-
duced or purchased. Usually, this number is not lim-
ited, so its value would be ¥ , which is a symbol for
`un limited’. However, when the user wishes to limit the
stock, as in the case of an engineering change, this
number is replaced by the number the user would like
to produce or purchase from that time on.

Limiting the production of a certain product affects
all its predecessors. To infer this effect automatically, we
introduce the following new derivation:

(d5) Engineering-Drawing.Residual-Production :=
sum(Ancestor.Engineering-Drawing.Residual-
Production*Consumption-Ratio) - Inventory-
Levels.Current

Derivation (d5) states that for each product (part),
the residual production amount is the difference
between the requirements, coming from its ancestors,
and its current level. A single ancestor with the value of
¥ is enough to give the same value to the predecessors.
However, if the amount of all ancestors is limited, the
amount of the predecessor is limited as well.

In case of an engineering change, we allow a direct
update to the Residual-Production property. A violation,
in this case, that is, a direct change of the instance
value, affects its ancestors. For example, consider the
values given in Figure 7. There are 250 units of Double-
Disc-Flange of the old version in the inventory, 1250
Bolts, 250 Six-Hole-Discs and 1000 Nuts. Assuming all
assembly parts of Double-Disc-Flange are used solely for
that purpose and using dependency (d5), a modi-
® cation of Residual-Production of Double-Disc-Flange to
250 (500 including parts in the inventory), would
automatically modify Residual-Production of Bolts to be
358 (1250 current inventory, subtracted from 250 resi-
dual production of Double-Disc-Flange multiplied by a
consumption ratio of 6.43), of Six-Hole-Disc to be 285
and of Nuts to be 700. On the other hand, a modi® ca-
tion of Residual-Production of Double-Disc-Flange to 150
(400 including parts in the inventory), would automa-
tically modify Residual-Production of Bolts to be - 285. A
negative number means leftovers of bolts. To prevent it,

we add a new data-driven constraint to the system:

(c3) Engineering-Drawing.Residual-Production > } 0

In the case of violation, the database activates an
automatic c̀ons istency restoration’ mechanism, which
modi® es the database in order to maintain consistency.
To satisfy the constraint, by reverse calculation of the
dependency (d5), the value of Residual-Production of
Bolts would be 0, due to constraint (c3); that is, there
are 1250 bolts in the inventory. Since Double-Disc-Flange

requires 6.43 Bolts per item, an extra production of
1250/6.43 » 194 units is required, instead of 150. Using
(d5) again, the value of Residual-Production of Six-H ole-

D isc would be 165 and that of Nuts would be 319.
Finally, to prevent production of parts in quantities

greater than required by the Residual-Production prop-
erty, we add another data-driven constraint:

(c4) Engineering-Drawing.Residual-Production < old
(Engineering-Drawing.Residual-Production).

The reserved word old obtains the value that existed
prior to the transaction start. (c4) is a monotonicity
constraint. It states that the value of the Residual-Produc-

tion property can only decrease. Since Residual-Produc-

tion is affected by the number of parts in the inventory,
no new parts can be added to the inventory. Any
exception would result in a rejection of the transaction.

This detailed case study clearly demonstrates how a
temporal database with data dependencies can support
automatic decision making for shop-¯ oor control. The
proposed temporal support provides for convenient
management of simultaneous versions by assigning
the appropriate valid time to each version. The infor-
mation of the validity of a version derives the engineer-
ing information that is relevant to that version. For
example, the version 1270v01 is valid as of December
12, 1995, 9:00am. As a result we can conclude that the
Three-Hole-Disc is the valid disc that is used for the
product, rather than the Six-Hole-D isc.

6. Conclusions

We have introduced a database architecture suit-
able for CIM that incorporates data dependencies
and tem poral information into an integrated system.
The architecture was demonstrated by a case study
that represents the type of challenges posed by com-
plex systems, and how they can be met.

Currently, applications are developed using con-
ventional models that force the user to use self-
de® ned procedures to achieve the desired function-
alities. Such modelling is tedious, time consuming
and dif® cult to verify. Furthermore, the functionality
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of the application is frequently comprised due to
conceptual or technical limitations. The task of
modelling systems can be made easier using the
proposed database architecture instead of conven-
tional DBMSs. The high level abstractions and the
dependency system provide the basis for the
following characteristics:

(1) Representation of complex real-life systems in a
natural way.

(2) Reduction of programming efforts required out-
side the database.

(3) Support of automated decision making based on
a set of prede® ned constraints and derivations.

The extra space and overhead requirements of the
proposed architecture are not negligible. However, the
case study demonstrates that the potential bene ® ts that
can be gained by using it outweigh this cost. The ever
improving storage and retrieval technologies make this
assertion more valid as time progresses.

Our temporal active database architecture is a step
towards establishing a comprehensive tool for handling
CIM and other applications of similar complexity. The
number of applications requiring such high-level data
models increases along with the growing demand for
combining decision support systems within databases.
The engineering change case study demonstrates the
bene® ts of our approach for a manufacturer in current
highly competitive markets. The use of data dependen-
cies may help optim ize decisions regarding quantities
of parts to be produced, while autom atic support of
temporal knowledge makes it possible to keep track of a
valid version even when many engineering changes are
simultaneously involved. We believe that using this
approach, a manufacturer can gain a substantial
competitive advantage.

A prototype of the data dependencies model was
built using MS-Access 1.0 for Windows, in the MS-
Windows 3.1 environment. A full prototype, including
the temporal support is currently under development
on the basis of MS-Access 2.0 for Windows, in the MS-
Windows 3.11 environment.

Ongoing research planned in this domain includes
the following subjects:

(1) Dealing with various implementation issues,
such as storage management, possible cases of
incremental updates, ¯ exible transaction proto-
col to allow asynchronous subtransactions, and
query optimization.

(2) Extending the architecture to cope with addi-
tional dimensions, such as the belief dimension
for uncertain data using some ordinal scale, the

accessibility dimension, i.e. for which user the
data is accessible, and the space dimension, e.g.
manufacture ¯ oor planning and control.

(3) Extending the architecture to a distributed envir-
onment, with several local schemata, some of
which are used as database servers while others
play the role of clients. This extension can make
use of the new generation of client ± server
DBMSs.

(4) Exploring the interaction between the product
description and the manufacturing activities, as
well as typing engineering changes in the pro-
duct to the corresponding change in the
extracted features as re¯ ected over time. Some
of the subjects related to CIM have been demon-
strated in this work, but there are many other
CIM aspects, like feature extraction, and manu-
facturing activities, that are left to be further
investigated.
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